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CUFFT beictpoe lNpeobpa3zosaHne Oypbe

m 1D, 2D, 3D npeobpa3zoBaHue KOMMIECHbIX U AENACTBUTENbHBIX TUMOB AAHHbIX

m 1D npeobpasoBaHue nopaepxuBaet 1o 128 MnH. 3neMeHToB

m [6Koe pacnonoxeHue faHHbIX, 6narofaps U3MEHSeMbIM CABUTraM MeX.y 3/1eMEHTaMU U U3MEePEHUSIM MaCCUBOB
m FFT anropuTMmbl Ha 6a3e Cooley-Tukey u Bluestein

m [10TOKOBOE aCMHXPOHHOE UCTONHEHUE

m [Tpeobpa3oBaHus 0AMHAPHOW M ABOMHOM TOYHOCTU

m [lakeTHOe UCMONTHEHWE A1 MHOXECTBA OAHOBPEMEHHbIX Npeobpa3oBaHuit

m [lpeobpasoBaHus in-place u out-of-place

m [loTokobe3onacHas, MOXeT ObITb BblI3BaHa M3 MHOXECTBA XOCTOBbIX MOTOKOB

[On3anH oyeHb cxox ¢ FFTW:

fftw_plan PlanA; cufftPlan2d PlanA;

fftw_plan_dft_2d(N, M, &PlanA, data, cufftCreatePlan(N, M, &PlanA, CUFFT_C2C);
data, FFT_FORWARD); cufftExecC2C(PlanA, d_data,

fftw_execute_dft(PlanA, data, data); d_data, CUFFT_FORWARD);

K.T.H. Anekceit MBaxHeHko (APC LLC) 0630p 61bnMOTEK ANS BblUMUCAEHMIH Ha GPU 26 despans, 2017



CUFFT 1D Complex Batched FFT Performance
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m  CcuFFT 7.0 on K40m, Base clocks, ECC ON
m Batched transforms on 28M-33M total elements, input and output data on device

m  Excludes time to create cuFFT plans
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CURAND TleHepauns cnyyamHbix ymcen

m bonblioi Habop reHepaToOpOB BbICOKOKAYECTBEHHbIX MOC/EA0BATENIbHOCTEN:
- XORWOW, MRG323ka, MTGP32, scrambled Sobol
- uniform, normal, log-normal
- OAMHAapHas 1 ABOMHAs TOYHOCTb

m [1Ba APIs:
- Xoct API: pns reHepaumm 6onbinx 06beEMOB Ymcen

#include ”curand.h”
curandCreateGenerator(&gen, CURAND_RNG_PSEUDO_DEFAULT);
curandGenerateUniform(gen, d_data, n);

- CUDA kernel API: reHepaums uncen BHYTpU g4pa

#include “curand_kernel.”h
__global__ void generate_kernel(curandState *state)

{
int id = threadIdx.x + blockIdx.x * blockDim.x;
x = curand(&state[id]);
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cuRAND Speedup vs. Intel MKL
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m  cuRAND 7.0 on K40m, Base clocks, ECC ON, double-precision input and output data on device
m  MKL 11.0.1 on Intel Xeon Haswell single-socket 16-core E5-2698 v3 @ 2.3GHz, 3.6GHz Turbo
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nvGRAPH: HasHaeHue

m JDdbdekTnBHag pesanusaums GPU-yckopeHHol bubnnotekm
aHanusa rpadoB ansg KubepaHanuTuku, paboTsl ¢ .

reHoMaMu, CHanm3a CouMasbHbIX CETEN U T.4. .
m Bce 60onblue KOMNaHWIA UCNONb3YHOT AAHHbIE O . .

B3aMMOENCTBMM MOSIb30BATENS C UHTEPHETOM U

ceHcopaMu => TpebyeTcs aHanu3 B peasbHOM BpeMeHU .

KOMMepYeCcK1X nNpeanoyTeHU. . .

https://developer.nvidia.com/nvgraph .
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nvGRAPH: [pon3BoantenbHOCTb

nvGRAPH: 4x Speedup

m O6pabaTbiBaeT rpadbl ¢ pa3amMepoM A0 2.5 Mnpa. rpaHen Ha 25

GPU (24GB M40)

B YCKOpSIeT MHOXEeCTBO Pa3NUYHbIX NPUITOXKEHWIA: 20 45 Core Xeon 5
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PageRank on Wikipedia 84 M link dataset
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nvGRAPH API

struct nvgraphCOOTopology32I_st

{
int nvertices;
int nedges;
int *source_indices; // NVGRAPH_STATUS_SUCCESS
int *destination_indices; // NVGRAPH_STATUS_NOT_INITIALIZED
nvgraphTag_t tag; // NVGRAPH_STATUS_ALLOC_FAILED
3 // NVGRAPH_STATUS_TINVALID_VALUE

// NVGRAPH_STATUS_ARCH_MISMATCH

// NVGRAPH_STATUS_MAPPING_ERROR

// NVGRAPH_STATUS_EXECUTION_FAILED
// NVGRAPH_STATUS_INTERNAL_ERROR

typedef struct <
nvgraphCOOTopology32T_st *
nvgraphCO0Topology32I_t;

typedef enum // NVGRAPH_STATUS_TYPE_NOT_SUPPORTED
( // NVGRAPH_STATUS_NOT_CONVERGED
NVGRAPH_CSR_32 = @,
NVGRAPH_CSC_32 = 1,
NVGRAPH_C00_32 = 2

} nvgraphTopologyType_t;
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nvGRAPH API: nvgraphCreate

nvgraphStatus_t nvgraphCreate(nvgraphHandle_t *handle);

// NVGRAPH_STATUS_SUCCESS
// NVGRAPH_STATUS_ALLOC_FAILED
// NVGRAPH_STATUS_INTERNAL_ERROR

m VHuumanusupyet 6ubnmoteky nvGRAPH, cospaeT geckpuntop KoHTekcTa 6ubnnorekn nvGRAPH

m HeobxoanMo BbI3BaThb A0 N06bIX Apyrnx Bbi3oBoB NVGRAPH
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nvGRAPH API: nvgraphDestroy

nvgraphStatus_t nvgraphDestroy(nvgraphHandle_t handle);

// NVGRAPH_STATUS_SUCCESS
// NVGRAPH_STATUS_INVALID_VALUE

m OcBOOOXKIAET UCMONb30BaHHbIE PECYPChl

m O6blYHO 3Ta DYHKUMS SBNSETCS 3aBepLuatoLLer Npu paboTe ¢ AaHHbIM AECKPUNTOPOM BUBIMOTEKM
nvGRAPH
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nvGRAPH API: nvgraphCreateGraphDescr

nvgraphStatus_t nvgraphCreateGraphDescr(
nvgraphHandle_t handle, nvgraphGraphDescr_t *descrG);

// NVGRAPH_STATUS_SUCCESS
// NVGRAPH_STATUS_INVALID_VALUE
// NVGRAPH_STATUS_ALLOC_FAILED

m Co3paet neckpunTop CTPYKTypbl rpada

m TpebyeTtcs ong noboi onepaumm c rpadpom
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nvGRAPH API: nvgraphDestroyGraphDescr

nvgraphStatus_t nvgraphDestroyGraphDescr(
nvgraphHandle_t handle, nvgraphGraphDescr_t descrG);

// NVGRAPH_STATUS_SUCCESS
// NVGRAPH_STATUS_TYPE_NOT_SUPPORTED
// NVGRAPH_STATUS_INVALID_VALUE

m OcBoboxpaaeT geckpuntop rpada, co3paHHbIi ¢ nomoubio nvgraphCreateGraphDescr()

m He ocBo60OXaaeT NaMsTb, BblAENEHHYIO AN rpada 4O MOMEHTA AeUMHULMANU3ALMM LeCKPUNTOpa
6mbnnotekm nvGRAPH

m Bbi30Bbl, ONepUpytoLLME YKe LEUHULMANIU3UPOBAHHBIMU rpadamMu BO3BpasaoT
NVGRAPH_STATUS_INVALID_VALUE
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NvGRAPH API: octanbHble noanporpammbl

nvgraphSetGraphStructure()
nvgraphGetGraphStructure()
nvgraphConvertTopology()
nvgraphConvertGraph()
nvgraphAllocateEdgeData()
nvgraphSetEdgeData()

K.T.H. Anekceit MBaxHeHko (APC LLC)

m nvgraphGetEdgeData()

m nvgraphAllocateVertexData()
m nvgraphSetVertexData()

m nvgraphGetVertexData()

m nvgraphStatusGetString()
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nvGRAPH: lNopsiaok ncnonHeHums

® VHuumanusuposaTtb 6ubnnorteky ¢ nomolbto nvgraphCreate()
m 3arpysuTb rpad Ha GPU

- CSR (compressed sparse row) ¢opmat unm
- CSC(compressed column storage) unu
- nvgraphCreateGraphDescr()

m [1puKpenuTb AaHHblE K BEPLIMHAM, UK FPaHsAM rpada ¢ MOMOLLbH
nvgraphSetVertexData() n nvgraphSetEdgeData()

m Bbi3BaTb anroputMmbl 06paboTku rpada

m CKonuMpoBaTb pe3ynbTaTbl HA XOCT

m OcBoboamnTb pecypchbl MCnonb3oBaHHbIeNVGRAPH ¢ nomowbio nvgraphDestroy()
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nvGRAPH API: Anroputmbl

m nvgraphExtractSubgraphByVertex()
- Co3paer rpad, ussnekas noarpac no 3aaaHHbIM BeEpLIMHAM, COCTOUT U3 HOMEPOB CTPOK B MaCCMBE,
npeacTaBAsoLLEM U3HAYaNbHbIN rpad
m nvgraphExtractSubgraphByEdge()
- Cospaert rpad, ussnekas noarpad no 3afaHHbIM rpaHaM, COCTOMT U3 HoMepoBs ctonbuoscol_ind[] B Maccuse,
npeacTasnsiowem nsHavanbHoiv rpad (CSR)
m nvgraphWidestPath()
- HaxoxzeHwue Wwupoyaiiwero nyTv oT BepLUMHbl source_index KO BCEM OCTalbHbIM BEPLUMHAM; Takxe
M3BECTHA Kak 3aaaya 'the bottleneck path problem’ unu 'the maximum capacity path problem:
m nvgraphSssp()

- Single Source Shortest Path (SSSP) anroput™m paccunTbiBaeT KpaTyaiiliee paccTosHWe OT 3alaHHOM
BEPLUMHbI KO BCEM OCTaNlbHbIM
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nvGRAPH SSSP lMpumep

#include <nvgraph.h>
#include <stdio.h>

int main(int argc, char *¥*argv) {

const size_t n = 6, nnz = 10,
vertex_numsets = 1, edge_numsets = 1;
float *sssp_1_h;
void** vertex_dim;
// nvgraph variables
nvgraphHandle_t handle;
nvgraphGraphDescr_t graph;
nvgraphCSCTopology32I_t CSC_input;
cudaDataType_t edge_dimT = CUDA_R_32F;
cudaDataType_t* vertex_dimT;
// Init host data
sssp_1_h = (float*)malloc(n¥*sizeof(float));
vertex_dim = (void**)malloc(
vertex_numsets * sizeof(void*))
vertex_dimT = (cudaDataType_t*)malloc(
vertex_numsets * sizeof(cudaDataType_t))
CSC_input = (nvgraphCSCTopology32I_t) malloc(
sizeof(struct nvgraphCSCTopology32I_st))
vertex_dim[@]= (void*)sssp_1_h;
vertex_dimT[@] = CUDA_R_32F;
float weights_h[] = {0.333333, 0.5, 0.333333, 0.5, 0.5,
1.0, 0.333333, 0.5, 0.5, 0.53};
int destination_offsets_h[] = {0, 1, 3, 4, 6, 8, 10};

int source_indices_h[] = {2, @, 2, 0, 4, 5, 2, 3, 3, 4};
nvgraphCreate(&handle);
nvgraphCreateGraphDescr (handle, &graph);
CSC_input->nvertices = n; CSC_input->nedges = nnz;
CSC_input->destination_offsets = destination_offsets_h;
CSC_input->source_indices = source_indices_h;
// Set graph connectivity and properties (tranfers)
nvgraphSetGraphStructure(handle, graph,
(void*)CSC_input, NVGRAPH_CSC_32)
nvgraphAllocateVertexData(handle, graph,
vertex_numsets, vertex_dimT);
nvgraphAllocateEdgeData (handle, graph,
edge_numsets, &edge_dimT);
nvgraphSetEdgeData(handle, graph, (void*)weights_h, 0);
// Solve
int source_vert = 0;
nvgraphSssp(handle, graph, @, &source_vert, 0);
// Get and print result
nvgraphGetVertexData(handle, graph, (void*)sssp_1_h, 0);
for (int i=0; i<n; ++i)
printf(”%f\n”,sssp_1_h[i]);
// Cleanup
free(sssp_1_h); free(vertex_dim);
free(vertex_dimT); free(CSC_input);
nvgraphDestroyGraphDescr(handle, graph);
nvgraphDestroy(handle);
return 0;

3
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nvGRAPH SSSP lMpumep

$ ./nvgraph
0.000000
0.500000
0.500000
1.333333
0.833333
1.333333
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NPP: NVIDIA Performance Primitives

NVIDIA NPP - 6ubnunoteka dyHkumii ans ob6pabotku aanHbix Ha CUDA

m bonee 5000 nognporpamMm 06paboTku M306pasKeHUR U CUTHANOB:

npeobpa3oBaHue LIBETOB, reOMeTpuyeckmne npeobpasoBaHus, onepaLmm CABUra, IMHenHble GUALTPbI,
CTaTUCTUKA CUTHANOB M M306paxeruit, JPEG, cermeHTaums n3obpaxeHuin, MeamaHHas dpunstpaums, BGR/YUV
npeobpazosaHus, 3D LUT koHBepcus LBETOB
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NPP Speedup vs. Intel IPP
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m  NPP 7.0 on K40m, ECC ON, Base clocks, input and output data on device
m IPP 7.0 on Intel Xeon Haswell single-socket 16-core E5-2698 v3 @ 2.3GHz, 3.6GHz Turbo
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NPP Speedup vs. Intel IPP
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m  NPP 7.0 on K40m, ECC ON, Base clocks, input and output data on device

m  Each bar represents the average speedup over all routines in the function group
IPP 7.0 on Intel Xeon Haswell single-socket 16-core E5-2698 v3 @ 2.3GHz, 3.6GHz Turbo
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NPP

m OcHoBHOW (yHKLMOHaN 6GUBAMOTEKN cocpenoToveH Ha 0b6paboTke BUAEO U M30OpaKeHUN
m NPP co BpemeHeM pa3BMBaeTCs U BK/KOYAET B cebs HOBble Bosiee CNOXHbIE 3a4a4M

m NPP HanucaHa s yBennyeHus rubkoctu, Npy 3ToM 06eCneymBaEeT BbICOKYH NMPOM3BOAUTENBHOCTD.
MoeT BbITb MCNONb30BaHA OAHUM M3 ABYX CNOCOOOB:

- OtnenbHas 6ubnnoTeka AN yckopeHus npunoxeHns Ha GPU ¢ MUHMManbHbIMK TpyLo3aTpaTtaMm
- KoonepatveHas 6ubnuoteka ons apdekTnBHoro B3anMonencrems ¢ apyrum GPU kogom
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NPP CrpykTypa

m OcHoBHas 6ubnunoteka NPPC conepxut 6a3oBbiii hyHKLMOHAN 13 daina <npp.h>, a Tak xe QyHKUMOHan
pasfeneHHblit Mexay AByMs 6ubnmoTekamu.
m bubnuoteka 06paboTtkm nsobpaxermint NPPI:

- Jliobble dyHKUMM 13 <nppi.h> (MM MHOXecTBa GaitnoB C HazBaHUEM <nppi_xxx.h>)
m bubnunoteka obpabotku curHanos NPPS:

- Jliobble dyHKUMM U3 <npps.h> (Mnu MHOXecTBa hainoB € Ha3BaHUEM <npps_xxx.h>)

m CooTBeTCTBYOLLME CTaTUYECKME U AUMHAMUYecKne Bubnanotekn Haxopatcsa B cuda/lib/libnpp™* and
cuda/lib64/libnpp* pns 32- n 64-bit nnatdhopm
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NPP: @unbtpbl M306paxeHui
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NPP: ®unbtp laycca
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NPP lNpumep: Box Filter

// declare a host image object for an 8-bit grayscale image

npp: :ImageCPU_8u_C1 oHostSrc;

// load gray-scale image from disk

npp: : loadImage(sFilename, oHostSrc);

// declare a device image and copy construct from the host image, i.e. upload host to device
npp: :ImageNPP_8u_C1l oDeviceSrc(oHostSrc);

// create struct with box-filter mask size

NppiSize oMaskSize = {5, 53};

// create struct with ROI size given the current mask

NppiSize 0SizeROI = {oDeviceSrc.width() - oMaskSize.width + 1, oDeviceSrc.height() - oMaskSize.height + 13};
// allocate device image of appropriatedly reduced size

npp: :ImageNPP_8u_C1 oDeviceDst(oSizeROI.width, 0SizeROI.height);

// set anchor point inside the mask to (0, 0)

NppiPoint oAnchor = {0, 0};

// rTun box filter

NppStatus eStatusNPP;

eStatusNPP = nppiFilterBox_8u_C1R(oDeviceSrc.data(), oDeviceSrc.pitch(),
oDeviceDst.data(), oDeviceDst.pitch(), 0SizeROI, oMaskSize, oAnchor);

NPP_ASSERT(NPP_NO_ERROR == eStatusNPP);

// declare a host image for the result

npp: :ImageCPU_8u_C1 oHostDst(oDeviceDst.size());

// and copy the device result data into it
oDeviceDst.copyTo(oHostDst.data(), oHostDst.pitch());
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OpenCV

m OpenCV gns CPU:

#include “opencv2/opencv.hpp” ‘

m OpenCV gna GPU:

#include “opencv2/gpu/gpu.hpp” ‘

m Mat - knacc gna XpaHeHUAa naHHbIX Ha XOCTe

m gpu:GpuMat - knacc ans xpaHeHus AaHHbIX Ha GPU. MaeHTrMueH xocTtoBoMy Mat 3@ UCK/IOYEHMEM :
m He noaaepxXuBatoTCs pasnnyHble pa3aMepHoCcTH (Tonbko 2D)

m HeT dyHKUMIA, BO3BpALLAKOLWMX CCbITKM Ha AaHHble (cCbinku B GPU He pabotatot Ha CPU)
B HeT noanepxXku expression templates
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OpenCV lMpumep

int main (int argc, char* argv[])
{
try
{
cv::Mat src_host = cv::imread(”file.png”,
CV_LOAD_IMAGE_GRAYSCALE);
cv::gpu: :GpuMat dst, src;
src.upload(src_host);
cv::gpu::threshold(src, dst, 128.0, 255.0,
CV_THRESH_BINARY);
cv::Mat result_host = dst;
cv::imshow(”Result”, result_host);
cv::waitKey();
3
catch(const cv::Exception& ex)
{
std::cout << "Error: 7 << ex.what() << std::endl;
3
return 0;
3
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